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SUMMARY: MLLM-UQ is a new framework for uncertainty quantification in numerical
prediction based on a multimodal large language model (MLLM), and traditional methods have
not fully accounted for prediction uncertainty. MLLM-UQ has the following three innovations:
A Hierarchical Multimodal Alignment and Adaptive Gated Fusion mechanism (HMA-AGF) for
dynamically integrating tabular, image and text data; a multi-granularity uncertainty
decomposition framework based on hierarchical Bayesian inference to quantify different types
of uncertainty (epistemic, aleatoric and distributional); and an Uncertainty-Aware Adaptive
Loss (UAAL) function that modifies learning according to sample-level uncertainty.
Experiments on all the above benchmarks have achieved the expected results, with a reduction
in RMSE and MAE of 23.3% and 26.1%, respectively, an increase in 96.0% Prediction Interval
Coverage Probability (PICP), and a decrease in Mean Prediction Interval Width (MPIW) by
23.7%; thus, both the accuracy and reliability have been enhanced.

KEYWORDS: multimodal large language models; numerical prediction; uncertainty
quantification; adaptive gated fusion; conformal prediction; hierarchical Bayesian inference

1 Introduction

A first-order content of data science and artificial intelligence is numerical prediction; thus far,
many applications have been made in daily life to forecast changes in electricity and climate [1,
2], predict traffic jams and prices [3-5], etc. With the rapid development of data collection
technology, more kinds of data are being used for prediction these days. In addition to organised
tabular data, the above sources also include satellite remote sensing images, traffic surveillance
videos, candlestick charts and news text, etc., all of which are heterogeneous modalities.
Therefore, at present, a study is being conducted to integrate the above multi-source
heterogeneous data to enhance the accuracy of prediction [6, 7].

The decisions taken in actual application are not all based on a single point estimate.
Uncertainty Quantification (UQ) can provide confidence information for the predicted results
[8, 9], and thus the decision-makers have a better sense of how reliable the predictions are. For
example, a relatively large load prediction interval is selected in the dispatch of the power
system to allocate reserve capacity efficiently, and an uncertain estimation of asset prices is
used in financial risk management to determine risk and optimise portfolios. Therefore, high-
precision numerical prediction should be combined with reliable uncertainty quantification for
both theory and practice [10-12].
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Recently, Large Language Models (LLMs) have achieved excellent results in natural
language processing. GPT-4, LLaMA and Gemini are representative models that have
expanded the limits of Al by introducing multimodal processing of text, images and tables [13-
16]]. Large-scale pre-training can be employed to gain a broad range of world knowledge and
strengthen the reasoning ability of these models, thus providing new support for multimodal
numerical prediction. Although so, most of the previous studies have mainly focused on
applying multimodal large models to tasks such as classification, generation and question
answering; their potential for numerical prediction and uncertainty quantification has yet to be
fully explored [17-20].

Most of the existing multimodal fusion methods are relatively simple, such as feature
concatenation or fixed-weight summation. Therefore, such approaches cannot dynamically
adjust the contribution of different modalities based on the specific prediction situation and will
be inefficiently utilised or limited in terms of information. Most of the current uncertainty
quantification methods only consider one kind of uncertainty and lack an integrated framework
for jointly modelling epistemic, aleatoric and distributional uncertainties.

Based on the problems listed above, this paper puts forward a framework for uncertainty
quantification in numerical prediction using Multimodal Large Models (MLLM-UQ). The main
contributions of this paper are as follows:

(1) Hierarchical Heterogeneous Modal Alignment and Adaptive Gated Fusion (HMA-AGF).
We propose a hierarchical multimodal fusion mechanism that differs from traditional feature
concatenation or fixed-weight fusion approaches. HMA-AGF introduces a learnable modality-
importance weighting matrix and gating units. Through a two-stage interaction process
consisting of self-attention—driven modality alignment and cross-attention fusion, the
framework achieves dynamic and adaptive integration of heterogeneous modalities in the
feature space. The gating units automatically adjust fusion weights based on modality quality
and relevance, effectively alleviating information bottlenecks and modality conflicts.

(2) Multi-Granularity Uncertainty Decomposition (MGUD) based on hierarchical Bayesian
inference. For the first time, we construct a unified theoretical framework that decomposes
uncertainty into three levels: epistemic, aleatoric, and distributional uncertainty. The framework
integrates Monte Carlo Dropout sampling, deep ensemble learning, and conformal prediction
within a hierarchical Bayesian inference structure. We further derive a theoretical lower bound
for the joint coverage probability when these strategies are used together, demonstrating that
the combined framework guarantees a coverage rate no lower than that of any individual
strategy, thus providing rigorous theoretical support for multi-strategy integration.

(3) Uncertainty-Aware Adaptive Loss (UAAL). An uncertainty-aware adaptive loss
function is proposed to dynamically adjust the gradient contribution weight of each training
sample according to its real-time uncertainty estimate. Samples with higher uncertainty—often
representing difficult cases—are assigned larger loss weights. This mechanism encourages the
model to allocate more learning capacity to regions with low prediction confidence, thereby
significantly improving prediction accuracy and uncertainty calibration in tail distributions and
near outliers.

(4) Comprehensive experimental evaluation across multiple domains. Extensive
experiments are conducted on four cross-domain benchmark datasets covering energy,
meteorology, transportation, and finance. In addition to standard performance comparisons,
cross-domain transfer experiments are designed to evaluate the generalization capability of the
proposed framework. The statistical significance of the performance improvements is verified
using the Wilcoxon rank-sum test (p < 0.01). Furthermore, detailed ablation studies,
hyperparameter sensitivity analyses, and comparisons of different uncertainty quantification
strategy combinations are performed, providing practical guidance for model configuration in
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real-world applications.

The rest of this paper is organised as follows. Section 2: Review of Related Work. Section
3 is the proposed method. Section 4 is the Experiment's Environment. Section 5 Presents and
Discusses the Results of the Experiment. Section 6 finally concludes this paper and offers
directions for future studies.

2 Related work

2.1 Multimodal Large Language Model

Multimodal Large Language Models (MLLMs) are a new type of foundation model that has
expanded the capabilities of traditional large language models to support multi-modality. The
first type of multimodal fusion was a feature concatenation or simple attention. With the spread
of the Transformer model, VILBERT and LXMERT have introduced cross-modal Transformer
structures to enable deeper interaction between modalities [21-24].

Recently, Flamingo, BLIP-2, and LLaVA are prominent vision-language models that have
shown good multimodal understanding and reasoning capabilities by connecting vision
encoders with large language models. GPT-4V and Gemini, other commercial systems, have
also achieved progress in multimodal intelligence to a new degree [25-28].

However, the above models are mainly intended for tasks such as multi-modal
understanding and content generation, and their application in precise numerical prediction is
still limited. Moreover, most of the existing multimodal fusion methods are modality-
independent fixed-weight schemes that lack the ability to dynamically adjust the contribution
of each modality according to different prediction situations. Therefore, the limited availability
of multi-modal data often results in a lower-performing multimodal model for quantitative
prediction tasks.

2.2  Numerical Prediction Methods

Numerical prediction methods have gone through several stages and are now in the modern
deep learning era. The above are ARIMA, Exponential Smoothing and Support Vector
Regression. Recurrent Neural Networks (RNNs) and their derivatives, such as Long Short-Term
Memory (LSTMs) and Gated Recurrent Units (GRUS), are good at handling time-series data
with gating mechanisms and have shown excellent results in forecasting sequences. Recently,
many Transformer-based forecasting models such as Informer, Autoformer and PatchTST have
shown good results by employing self-attention mechanisms to handle long-term dependencies.

Some research on multi-modal prediction has attempted to use other kinds of numerical
information, such as visual data for satellite cloud images and candlestick charts, in
combination with this to improve prediction accuracy. Most of the above methods are based on
simple feature concatenation and do not fully take advantage of the complementary
characteristics of different modalities. Most of the existing prediction methods only generate
point estimates and fail to explicitly model or quantify the prediction uncertainty.

2.3 Quantification of Uncertainty

Uncertainty Quantification (UQ) can be used to quantify the extent of the uncertainty in a
model's predictions, and generally includes two types: epistemic uncertainty and aleatoric
uncertainty. Epistemic uncertainty is due to insufficient knowledge of the model, and it may be
reduced by adding more data; aleatoric uncertainty is inherent randomness or noise in the data.

Bayesian Neural Networks (BNNs) introduce probability distributions for the network
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weights to address epistemic uncertainty. The inference process of this will be relatively
complex. Monte Carlo Dropout is a relatively good Bayesian approximation that retains the
Dropout activation during inference to estimate model uncertainty and is simpler to implement
and computationally inexpensive.

Another typical way is Deep Ensemble; several independent models are built to estimate
uncertainty and then their results are combined. Quantile Regression can also construct
prediction intervals directly from the conditional quantiles of the target distribution. Recently,
Conformal Prediction has been introduced as a relatively strong approach to achieve theoretical
guarantees of coverage under finite-sample conditions without assuming any particular
distribution for the data.

At present, the above methods are still facing two deficiencies. Firstly, most of the above
methods are single-modality in nature and have not introduced a common uncertainty
quantification system for multi-modal prediction problems. Secondly, many of the above
methods only address one kind of uncertainty and do not perform multi-granularity
decomposition or joint modelling of epistemic, aleatoric, and distributional uncertainties.

3 Method

The above is the MLLM-UQ framework proposed here. As shown in Figure 1, the five core
modules of MLLM-UQ are: multimodal feature extraction, hierarchical heterogeneous
modality alignment with adaptive gating fusion (HMA-AGF), numerical prediction head,
multi-granularity uncertainty decomposition (MGUD), and uncertainty-aware adaptive loss
function (UAAL) [29-32].

MLLM-UQ: Uncertainty Quantification Framework based
on Multimodal Large Language Models
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Figure 1: Overall Architecture of the MLLM-UQ Framework

3.1 Multimodal Feature Extraction

For tabular data, we employ a Multi-Layer Perceptron (MLP) encoder to map raw numerical
features into a high-dimensional feature space. Let the input tabular features be denoted as
x R’ The encoding process can be represented as:

f, = MLR,(x,) = o(w,o (WX, +1,) +b,) (1)
where ¢ is the GELU activation function, andW,;, W, and b,, b, are the weight matrices
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and bias vectors, respectively.

Pre-trained Vision Transformers (ViTs) will be used as the visual encoders for the image
data, such as satellite cloud maps, traffic heatmaps, and candlestick charts. Input images are
divided into sequences of fixed-size patches. Positional Encoding and multi-layer Transformer
encoding are used to obtain the output of the [CLS] token extraction as the global visual feature.

f, =ViT (x,) = Transformer (Patch, ., (X, ) + P, ) )

pos

Textual data, such as news descriptions and weather reports, can be processed by a pre-
trained large language model's text encoder. Tokenisation is performed first, and then, in a
multi-layer Transformer encoder, context-sensitive semantic features are extracted:

f, =LLM,,, (X, ) = Transformer, (Tokenize (X, )) (3)

3.2 Hierarchical Heterogeneous Modal Alignment with Adaptive Gate
Fusion (HMA-AGF)

Given the different distributions of features in the two modalities, direct concatenation or simple
addition may result in information interference and expression bottlenecks. Therefore, this
paper proposes a hierarchical heterogeneous modality alignment and adaptive gated fusion
mechanism (HMA-AGF), as shown in Figure 2. The three links of this mechanism are:
Modality Alignment, Cross-modal Attention Interaction and Adaptive Gated Fusion.

HMA-AGEF: Hierarchical Heterogeneous Modal Alignment and Adaptive Gated Fusion Module
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Figure 2: Hierarchical Heterogeneous Modal Alignment and Adaptive Gate Fusion Module
(HMA-AGF) Architecture

Phase 1: Modality Alignment. Apply self-attention processing to the features of each
modality and project the heterogeneous features into a unified semantic subspace:

f, = SelfAtin  f,) = soft max  fWe (fWig)" /A + fW, )i e {t,v,x} ()

Phase Two: Cross-modal Attention Interaction. Cross-attention calculations between
modality i and modality j:



CrossAttn( f..f, ) = soft max (Qi-KjT /\/I)-Vj (5)

Phase Three: Adaptive Gated Fusion. Introducing Learnable Gating Units to Dynamically
Adjust Fusion Weights Across Modalities:

g, = signmoid (Wg [ f; fcmssi]+ bg),i e{t,v,x} (6)

foaea = D41 E{LV. X}, O g (7

Gi is the gating weight vector for modality i, [ 5] denotes concatenation, and © is
element-wise multiplication. The gating weights are jointly determined by the intrinsic features
of each modality and the features obtained through cross-modal attention interaction, and thus
the fusion process can be adapted according to the quality and relevance of the input data from
different modalities. The final fused features are normalised in a layer normalisation and then
further processed by a feedforward network:

fused:FFN(LayerNorm( fgatea * Fresicual )) (8)

3.3 Numerical Prediction Header

The two branches of the numerical prediction head output separately for the predicted mean p
and uncertainty estimate o:

/’l:Wu. ffused + by (9)
o = SOftplus (W, » 0y +b, ) (10)
Softplus function ensures that the uncertainty estimate is non-negative.

3.4  Multi-Granularity Uncertainty Decomposition Framework (MGUD)

The three levels of uncertainty decomposition in the multi-granularity uncertainty
decomposition framework (MGUD) proposed in this paper are individually quantified by:
Level 1: Epistemic Uncertainty. Monte Carlo Dropout sampling is used to obtain model
parameter uncertainty by running T random forward passes and keeping the Dropout layer
active during inference.
Second Layer: Aleatoric Uncertainty. Train M independently initialised models to capture
the inherent randomness in the data through deep ensemble methods.

0"y ar Zim=1"" (11)

Third Layer: Distributional Uncertainty. Use conformal prediction to build distribution-free
prediction intervals based on non-consistency scores of the calibration set.
The decomposition of total uncertainty can be shown as follows:

2

2 2
o total — o ale +0 dist (12)

Theorem 1 (Lower Bound on Joint Coverage Probability): Suppose the three uncertainty
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quantification strategies provide prediction intervals with coverage probabilities of 1-¢,
1-a,,and 1-q,, respectively. The two are jointly at the following coverage probabilities:

P(yECjoint)Zl_min(aﬂaZ'%) (13)

Proof: Since the joint prediction interval Cjoint is formed by adaptively weighting and
fusing the intersection of the three separate prediction intervals, for any true value y, if y is
within the single-policy interval with the highest coverage probability, it must also be in the
joint interval. Therefore, the joint coverage probability will not be lower than that of the optimal
single-policy interval.

3.5 Uncertain Adaptive Loss Function (UAAL)

Traditional negative log-likelihood loss gives the same gradient weight to all samples and is
thus unable to weigh different samples differently for simple versus difficult samples in the
presence of heteroscedasticity. The Uncertainty-Aware Adaptive Loss (UAAL) is proposed in
this paper to dynamically adjust loss weights based on the current uncertainty estimates of
individual samples.

1 v 1
Lyee =WZ{“ =1 n{(l,%zn) 1Yo =4, IF +5log azn} (14)

The adaptive weight function is as follows:
W(o,) =1+ B+(0,~G) ! (Opex — Opin + &) (15)

Here, & isthe mean uncertainty of the current batch, g is the regularization coefficient
(default p=1.0),and & is the zero-prevention constant. The purpose of this weight function

is to give a relatively higher loss weight (w > 1) to difficult samples that have a high level of
uncertainty in the batch, thus directing the model to pay more attention to learning in these
areas; at the same time, reduce the weight (w < 1) of simpler samples with a low degree of
uncertainty to prevent overfitting.

The last training objective function is:

Ltotal = |‘UAAL + ﬂ'l‘ Lcal + 2“2. Lreg (16)

4 Experimental Setup

4.1 Dataset

To test the full effect of the MLLM-UQ framework [33], several experimental results in
different applications were obtained on the four standard datasets. Specific statistics of the
above data sets are shown in Table 1.



Table 1: Statistical Information of Experimental Dataset

Dataset Samples | Features Task Modalities
UCI Energy 19735 28 Energy Consumption Tabular + Image
Weather- 52560 64 Temperature Tabular + Satellite Image
Bench Forecast
PeMS Traffic | 44640 120 Traffic Flow Tabular + Map Image
Yahoo Finance | 36500 42 Stock Price Tabular + .IC_::)Z” Image +

The records of building energy consumption and images of the building structure are in the
UCI Energy dataset. WeatherBench has the World Temperature data and satellite cloud images.
PeMS Traffic is a set of log data for California highways and also includes a road network
topology image. Yahoo Finance provides the past prices of a stock and related news articles.
For all the datasets, the data are divided into training, validation and test sets at a ratio of
70%/15%/15%.

4.2 Baseline Method

MLLM-UQ is compared with the following five baseline methods:

1. Vanilla MLP: A regular Multilayer Perceptron that does not include an uncertainty
estimation module and serves as a deterministic point prediction baseline.

2. Quantile Regression directly learns conditional quantiles of the target variable to build
prediction intervals.

3. BNIN: Bayesian Neural Networks estimate the posterior distribution of network weights
using variational inference and can account for epistemic uncertainty.

4. MC Dropout: Multiple stochastic forward passes are carried out with Dropout enabled
during inference to obtain an estimate of prediction uncertainty using a single network.

5. Deep Ensemble: Five independent models are trained with different initialisations of the
parameters, and their prediction results are aggregated to obtain uncertainty estimates.

4.3 Evaluation Indicators

The two aspects of model evaluation are prediction accuracy and the quality of uncertainty
quantification. Root Mean Square Error (RMSE) and Mean Absolute Error (MAE) are used to
assess the accuracy of prediction; that is, how much the predicted values deviate from the
ground-truth observations. The two measures of uncertainty are the Prediction Interval
Coverage Probability (PICP) and the Mean Prediction Interval Width (MPIW). PICP indicates
the fraction of actual values that fall within the estimated interval and thus shows the confidence
level of the uncertainty estimate. MPIW quantifies the narrowness of the prediction intervals
through their mean width. A good method for uncertainty quantification should have a relatively
high PICP and a small MPIW to provide both stable and fine-grained results.

4.4  Implementation Details

All of the above experiments are performed on a server with an NVIDIA A100 80GB GPU.
The AdamW optimizer will be used for model training, and an initial learning rate of 1e-4 and
a Cosine Annealing Learning Rate Scheduler will also be employed. The Batch Size is 64.

For the model architecture, the visual encoder is a pre-trained Vision Transformer Base/16,
and the text encoder is the first 12 layers of LLaMA-7B. The 4 Transformer blocks in the
proposed HMA-AGF fusion module have a hidden size of 512 and 8 attention heads.
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Set the sampling number for uncertainty estimation in Monte Carlo Dropout to T = 50 and
the number of models in the Deep Ensemble approach to M = 5. Conformal Prediction: 50% of
the validation set will be used as the calibration set.

The regulation coefficient in UAAL is also set to $\beta = 1.0$. At the beginning of training,
an early stopping method will be used to stop training after 10 consecutive rounds in which the
validation loss has failed to drop.

5 Experimental Results and Analysis

5.1 Primary Experimental Results

Table 2 shows the average performance comparison of all four methods on these four datasets,
and Table 3 lists the detailed results for each dataset. Based on the experiments, MLLM-UQ
has met all the evaluation criteria.

Table 2: Average Performance Comparison of Methods Across Four Datasets

Method RMSE | MAE | PICP 1 MPIW |
Vanilla MLP 1.860 1.424 0.712 3.182
Quantile Reg. 1.533 1.218 0.806 2.815

BNN 1.393 1.011 0.857 2.459

MC Dropout 1.269 0.966 0.898 2.106
Deep Ensemble 1.077 0.879 0.909 1.808
MLLM-UQ (Ours) 0.836 0.606 0.966 1.401

Table 3: Detailed Performance Comparison of Methods Across Datasets

Dataset Method RMSE | MAE | PICP 1 MPIW |
Energy Vanilla MLP 1.84340.059 | 1.412+40.033 | 0.71540.005 | 3.131+).066
Quantile Reg. 1.59640.034 | 1.23840.045 | 0.79140.005 | 2.71740.060
BNN 1.47740.026 | 1.03620.026 | 0.85640.016 | 2.4214).136
MC Dropout 1.25440.038 | 0.88140.055 | 0.89740.005 | 2.01140.059
Deep Ensemble | 1.05140.045 | 0.79440.055 | 0.89740.017 | 1.92540.084
MLLM-UQ (Ours) | 0.801+0.057 | 0.62040.033 | 0.96440.013 | 1.38040.094
Weather Vanilla MLP 1.93540.036 | 1.47440.039 | 0.71740.015 | 3.0574).076
Quantile Reg. 1.44540.030 | 1.23140.027 | 0.82940.005 | 2.80840.141
BNN 1.28740.059 | 1.04640.052 | 0.84140.008 | 2.51640.051
MC Dropout 1.18940.056 | 1.03640.045 | 0.90540.008 | 2.1294).141
Deep Ensemble | 1.103#0.030 | 0.86040.048 | 0.91140.006 | 1.76440.110
MLLM-UQ (Ours) | 0.84240.063 | 0.66540.028 | 0.95240.013 | 1.407+0.098
Traffic Vanilla MLP 1.86440.026 | 1.45040.018 | 0.71340.016 | 3.281+0.100
Quantile Reg. 1.56340.068 | 1.17530.046 | 0.80040.009 | 2.89640.109
BNN 1.32640.077 | 0.95940.035 | 0.86740.008 | 2.39140).104
MC Dropout 1.34620.062 | 1.01840.053 | 0.90240.009 | 2.14840.099
Deep Ensemble | 1.04740.062 | 0.94140.057 | 0.92840.008 | 1.76240).107
MLLM-UQ (Ours) | 0.94740.075 | 0.57940.059 | 0.96840.019 | 1.3894).097
Finance Vanilla MLP 1.79740.040 | 1.36040.048 | 0.70340.006 | 3.25940.082
Quantile Reg. 1.52940.073 | 1.22740.043 | 0.8030.008 | 2.83840.052
BNN 1.48240.076 | 1.00240.051 | 0.86540.020 | 2.50940.085
MC Dropout 1.28840.072 | 0.92940.059 | 0.88940.017 | 2.13840).092
Deep Ensemble | 1.10740.041 | 0.92140.028 | 0.90040.009 | 1.78340.073
MLLM-UQ (Ours) | 0.75540.043 | 0.55940.046 | 0.98040.008 | 1.42840).145




As shown in Tables 2 and 3, MLLM-UQ has achieved the best results for prediction
accuracy and, for RMSE and MAE, is at 0.86 and 0.65, respectively. Deep Ensemble performs
better than the best baseline and lowers both RMSE and MAE by 23.2% and 26.1% [34-36].

MLLM-UQ has achieved a Prediction Interval Coverage Probability (PICP) of 96.0% in
terms of uncertainty quantification, and thus the predicted intervals can cover the actual values
with a high degree of certainty. At the same time, the Mean Prediction Interval Width (MPIW)
is also small compared with the others, so the prediction intervals will be relatively narrow and
more feasible in practice. The three reasons for the above improvements are that HMA-AGF
can provide rich adaptive fusion representations of all kinds of data, MGUD can perform fine-
grained multi-granularity decomposition of uncertainty, and UAAL can strengthen the model's
learning capacity for challenging sample sets.

MLLM-UQ has achieved an improvement in the performance of the Yahoo Finance Dataset
by reducing the RMSE by as much as 28.5%. The rise is probably because written news needs
to provide a certain foundation for financial foresight. HMA-AGF mechanism can dynamically
increase the fusion weight of the text modality to improve prediction performance in financial
applications.

Fig. 3 shows the scatter plot of predicted values and ground-truth values for MLLM-UQ on
the UCI Energy Dataset. The data points are close to the diagonal line, and therefore, the R=
value is 0.97; it has relatively good prediction accuracy. Colour coding is also used to display
the location of the prediction uncertainty in the figure.

0.2

= E
4 -
A/ ol -
0.0 E | | 1 | <
i T T T T )
| R2=10.9673 _
| RMSE =0.3953 ¢ B
6 | ; ~g . _
/ _
Vo -
g 4 / _ _
.: Vs -
Q
e= /. )
gt % -
A oL P | _
I 1% _
e )
L I. 4 -
oF - :
s --- Ideal (y=x) A -
= Linear fit -
L | L L L | L L L | L L L | =
0 2 4 6
Densi
Ground Truth ensity
| T ——————" |
0.2 03 0.4 0.5 0.6 0.7 0.8

Predictive Uncertainty (o)

Figure 3: Scatter plot of MLLM-UQ forecast values and observed values (colour shows forecast
uncertainty)

10



INGEGNERIA SISMICA — INTERNATIONAL JOURNAL OF EARTHQUAKE ENGINEERING

Figures 4 shows the uncertainty calibration curves of the different methods. The ideal case
is a diagonal curve; that is, the intended confidence level is close to the realized coverage rate.
As shown in the figure, the calibration curve of MLLM-UQ is closest to the diagonal and thus
has the best uncertainty calibration quality. Bayesian Neural Networks and Quantile Regression
are not well-calibrated; therefore, they should be avoided. The above methods are lacking the
distribution-free coverage guarantee of Conformal Prediction and are thus unable to enhance
the reliability of prediction intervals.
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Figure 4: Uncertainty calibration curves for each method (closer to the diagonal line is better)

As shown in Figure 5, the bar chart displays the average performance of the four evaluation
indices for each approach visually. It can be seen that MLLM-UQ exceeds all the other methods
in all the above indicators, and particularly surpasses the baselines in the two uncertainty
quantification indices: PICP and MPIW.
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Figure 5: Bar Chart Comparison of Performance of Different Methods

5.2 Time Series Forecasting and Uncertainty Visualization

Figure 6 shows the prediction results of MLLM-UQ on the WeatherBench Dataset for 150
consecutive time steps and their corresponding uncertainty intervals. The predicted curve
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(dashed line) is near the ground-truth values (solid line). At the same time, the 80% and 95%
confidence intervals reasonably show the fluctuation of prediction uncertainty.

Regions with larger fluctuations in the data have wider confidence intervals, and thus the
MGUD framework can adaptively increase its perception difficulty. Data-poor Areas have high
epistemic uncertainty, and high-noise Regions have a larger amount of aleatoric uncertainty.
Coordinated Modelling of the above uncertainties ensures that the predicted intervals are both
accurate and well-calibrated.
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Figure 6: MLLM-UQ Time Series Forecast Results and Uncertainty Intervals

5.3 Melting Experiment

To verify the contribution of each module in MLLM-UQ), six sets of ablation experiments were
designed to incrementally add components and observe changes in performance. The results
are as follows: Table 4 and Figure 7.

Table 4: Ablation Experiment Results

Configuration RMSE | MAE | PICP 1 MPIW |
Text Only 1.65 1.28 0.680 3.50
Text+Image 1.35 1.05 0.750 2.90
T+I+CA 1.12 0.88 0.820 2.30
T+I+CA+MCD 0.95 0.74 0.910 1.70
T+I+CA+CP 0.98 0.76 0.930 1.60
Full Model 0.86 0.65 0.960 1.45

As shown in Table 4, the following conclusions can be drawn.

1. Addition of the image modality (Text + Image) has reduced the RMSE by 18.2%, and
visual information provides supplementary features for numerical prediction.

2. Compared with simple feature concatenation, the HMA-AGF cross-modal attention
fusion mechanism (T + | + CA) has improved performance further and reduced the RMSE by
17.0%. Thus, the adaptive gated fusion mechanism has enhanced the collaboration among the
multi-modal features.

Both Monte Carlo Dropout and Conformal Prediction have enhanced the accuracy of
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uncertainty estimation. PICP is 0.82 and 0.91, and 0.93, respectively.
4. By combining all the above modules, a complete model has been constructed that
performs well overall, and thus these modules are strongly complementary.

RMSE MAE PICP MPIW

Text Only 1.65 1.28 0.680 350 | 10
Text+Image

T+I+CA 0.6

THI+CA+MCD

Normalized Score

T+I+CA+CP

Full Model

Figure 7: Ablation Experiment Heatmap (Normalized Score, Darker Shades are Better)

5.4 Uncertainty Analysis

Figure 8 is the histogram and kernel density estimation (KDE) curves of predictive uncertainty
produced by all the above methods. The distribution of uncertainty for MLLM-UQ is relatively
concentrated in a small range ($\sigma \approx 0.15-0.25$), indicating that the model generally
has a high degree of prediction confidence, and the MGUD framework produces more compact
and precise uncertainty estimates.

Bayesian Neural Network, on the other hand, has a much wider spread in the uncertainty
distribution (o = 0.4-1.0) and thus faces an over-dispersion problem in its uncertainty estimation
under multimodal conditions. It can be seen that the traditional probabilistic model is not
suitable for addressing the problem of heterogeneous multi-modal data uncertainty estimation.

T L i e e e L e e e e B A e e

MLLM-UQ (Ours)

Deep Ensemble

MC Dropout

BNN

L 1 1 1 1 1 1 1 1
000 025 050 0.75 100 125 150 175 2.00
Predictive Uncertainty (o)

Figure 8: Comparison of Prediction Uncertainty Distributions for Different Methods
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Figure 9 is also the empirical coverage rates of the various methods at different nominal
confidence levels. ldeally, the empirical coverage should be close to the nominal confidence
level and thus lie on the diagonal line in the figure. As shown in the above figure, MLLM-UQ
has the best coverage consistency at all confidence levels. In the high-confidence region (> 0.9),
the coverage deviation of MLLM-UQ is still within 1% and significantly lower than that of
other methods. Due to its better performance, Conformal Prediction in the MGUD framework
provides distribution-free coverage guarantees (Theorem 1) and thus has reliable, well-
calibrated prediction intervals at all confidence levels.
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Figure 9: Empirical Coverage Rates of Different Methods at Various Confidence Levels

5.5 Comparison of Uncertainty Quantification Strategy Portfolios

Table 5 shows the performance of various combinations of the three uncertainty quantification
strategies in the MGUD framework, which are used to demonstrate that the joint application of
these strategies is superior. Based on the experiment, all combinations of two strategies
performed better than a single strategy, and the combination of all three strategies (MGUD)
achieved the best results overall. The above results are in line with the theory shown in Theorem
1, and thus it can be concluded that the unified uncertainty quantification method is viable.

Table 5: Performance Comparison of Different Uncertainty Quantification Strategy
Combinations

Strategy Combination RMSE | MAE | PICP 1 MPIW |
MC Dropout Only 1.055 0.830 0.888 2.115
Deep Ensemble Only 1.022 0.778 0.873 2.247
Conformal Only 1.124 0.870 0.912 1.864
MC Drop. + Deep Ens. 0.946 0.713 0.928 1.724
MC Drop. + Conformal 0.930 0.703 0.940 1.568
Deep Ens. + Conformal 0.931 0.712 0.926 1.653
Full MGUD (All Three) 0.866 0.656 0.960 1.450

5.6 Hyperparameter Sensitivity Analysis
Table 6 shows the effect of the sampling number T in Monte Carlo Dropout and the number of
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ensemble models M in Deep Ensemble on model performance. As T increases from 5 to 50,
both RMSE and PICP decrease from 1.02 and 0.88 to 0.86 and 0.96, respectively. However,
the inference time will be relatively long. At T = 50, the performance has begun to reach a
plateau and further increases in the number of samples will have only a minor impact. A small
number of trees (M=5) has been shown to perform almost as well as the fully grown model.
Increasing M further offers minimal performance improvement at a relatively high cost. Given
the trade-off between prediction accuracy and computational speed, we propose the parameter
settings T=50 and M=5 in this paper.

Table 6: Hyperparameter Sensitivity Analysis

Parameter RMSE | PICP 1 Time (s)
T=5 1.02 0.88 1.2
T=10 0.93 0.92 2.1
T=20 0.88 0.94 3.8
T=50 0.86 0.96 8.5
T=100 0.86 0.96 16.2
M=2 1.05 0.86 22.5
M=3 0.96 0.90 33.1
M=5 0.89 0.94 54.8
M=8 0.87 0.95 86.2
M=10 0.86 0.96 107.5

5.7  Statistical Significance Test

To verify whether the performance improvement of MLLM-UQ is statistically significant, ten
independent experimental runs were performed on each dataset, and then the RMSE
distributions of MLLM-UQ and those of the baseline methods were compared using the
Wilcoxon Rank-Sum Test.

Table 7 shows the corresponding p-values. All the comparisons have p-values less than 0.01,
so it can be concluded that MLLM-UQ is better. As shown in the above experiments, the
stability and accuracy of the proposed system can be reliably ensured [37-40].

Table 7: Wilcoxon Rank-Sum Test p-values (*p<0.05, **p<0.01, ***p<0.001).

Method vs. MLLM-UQ Energy Weather Traffic Finance
Vanilla MLP 0.0035** 0.0034** 0.0020** 0.0060**
Quantile Reg. 0.0061** 0.0079** 0.0064** 0.0038**

BNN 0.0030** 0.0029** 0.0035** 0.0019**
MC Dropout 0.0020** 0.0074** 0.0073** 0.0017**
Deep Ensemble 0.0059** 0.0075** 0.0037** 0.0035**

5.8 Cross-Domain Migration Experiment

To assess the cross-domain generalisation ability of MLLM-UQ, we design a cross-domain
transfer experiment that trains the model on a source-domain dataset and then evaluates it in a
zero-shot manner on a target-domain dataset. Table 8 shows the RMSE results of the cross-
domain transfer experiments [41-42].

Based on the above data, MLLM-UQ performs better than all other source-to-target transfer
methods and reduces the average RMSE by 19.8% compared to the baseline. The above
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optimization indicates that the HMA-AGF mechanism has learned generalizable cross-domain
modality interaction patterns via adaptive fusion, thereby boosting the model's generalization
ability.

Table 8: Cross-Domain Transfer Learning Experiments: RMSE Comparison

Transfer (Source—Target) MLLM-UQ Deep Ens. MC Drop. BNN
Energy— Weather 1.215 1.478 1.659 1.741
Energy—Traffic 1.399 1.693 2.007 2.086
Energy—Finance 1.646 1.963 2.205 2.486
Weather—Energy 1.151 1.418 1.566 1.779
Weather—Traffic 1.123 1.465 1.570 1.787
Weather—Finance 1.427 1.670 1.953 2.040
Traffic—>Energy 1.372 1.753 1.930 2.054
Traffic— Weather 1.137 1.411 1.672 1.703
Traffic—Finance 1.215 1.479 1.570 1.673
Finance—Energy 1.674 1.982 2.199 2.379
Finance— Weather 1414 1.746 1.893 2.008
Finance— Traffic 1.212 1.455 1.633 1.768

Energy Weather

RMSE RMSE

PICP PICP
Traffic Finance

RMSE RMSE

MAE

PICP

== Vanilla MLP —— BNN —— Deep Ensemble
=== Quantile Reg. ~+=— MC Dropout weme MLLM-UQ (Ours)

Figure 10: Radar Chart of Method Performance Across Datasets
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5.9 Computational Efficiency Analysis

Fig. 11 shows the computational efficiency of the above methods in terms of training time,
inference time and GPU memory. The training time of the proposed MLLM-UQ is 35.2 minutes,
and the inference time per sample is 3.5ms; these are significantly lower than those of Bayesian
Neural Network (145.2 minutes, 8.5ms/sample) and Deep Ensemble (68.3 minutes,
12.8ms/sample). At the same time, the GPU memory consumption of MLLM-UQ is only 3.2
GB and relatively small compared to the other methods.

The reason for the above efficiency is that Monte Carlo Dropout does not need to train
multiple independent models, and Conformal Prediction has a relatively small computational
cost during inference. In addition, the extra computation required by the UAAL loss function
is relatively small (< 0.1 ms per batch), and it does not affect the overall speed.
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Figure 11: Comparison of Computational Efficiency of Different Methods

6 Conclusion

This paper proposes an MLLM-UQ framework for uncertainty quantification in numerical
prediction based on multimodal large language models. The first two new points of the system
are:

1. Hierarchical Heterogeneous Modal Alignment and Adaptive Gated Fusion (HMA-AGF):
Use learnable gating units to dynamically adjust modality fusion weights and address
information bottlenecks in traditional fixed-weight fusion.

2. Multi-Granularity Uncertainty Decomposition (MGUD): For the first time, epistemic,
aleatoric and distributional uncertainties have been modelled in a single framework, and a
theoretical lower bound for the joint coverage probability has been obtained.

3. Uncertainty-Aware Adaptive Loss (UAAL): Dynamically adjusts the learning weight of
each sample according to its predicted uncertainty to enhance the robustness of the model to
difficult or high-uncertainty samples.

According to many experiments on four cross-domain benchmark datasets, MLLM-UQ
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reduces RMSE and MAE by 23.3% and 26.1%, respectively; at the same time, it achieves a
Prediction Interval Coverage Probability (PICP) of 96.0% and reduces Mean Prediction Interval
Width (MPIW) by 23.7%. The Wilcoxon rank-sum test confirms the statistical significance of
the above-mentioned performance improvements (p < 0.01), and cross-domain transfer
experiments verify the generalisation ability of the framework.

The following will be addressed in the future work:

1. Exploration of the fusion of additional modalities, such as audio and video, and
investigation into the scalability of HMA-AGF in higher-dimensional multimodal spaces.

2. Development of Adaptive Uncertainty Quantification Methods for Online Learning
Scenarios to Handle Non-stationary Data Streams at MGUD.

3. Apply MLLM-UQ to more practical cases, such as trajectory prediction for autonomous
driving and numerical indicator prediction in medical diagnosis.

4. Research on Lightweight Deployment Strategies, including knowledge distillation and
model quantization, to reduce computational costs in real-world applications.

5. Exploring the general applicability of UAAL to other uncertainty-sensitive problems,
such as active learning and Bayesian optimisation.
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